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Time Series

• A series of points in time order, usually on regular basis recorded from some
system, e.g.

• Temperature, Wind speed, Solar radiance, Precipitation, Air pressure, …
• Heart rate, Blood pressure, Blood glucose level, ECG, EEG, …
• Sensors in production line, Distance measurement, Lidar data, …
• Down-Jones index, S&P index, Stock market, …

• The analysis of time series may be divided into:
• frequency domain or time-domain,
• parametric or non-parametric,
• linear on non-linear,
• univariate or multivariate.
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Time Series

• Decomposition of the time series
• It is used for seasonal adjustment do discover the global tendency, repeated
patterns and the noise.

• Trend component reflects the global, long-term progression (it is increasing or
decreasing)

• Cyclical component reflects the repeating non-periodic fluctuations.
• Seasonal component reflect the seasonal behavior, e.g. seasons, months, day of
week, day and night, etc.

• Irregular component also called a noise describes ”random” component, i.e.
the component that have to be predicted.
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Time Series

• Missing values:
• Missing values are almost always present in the data (e.g. sensor malfunction,
…)

• Single missing values - linear interpolation

y = yi +
(
t− ti
tj − ti

)
·
(
yj − yi

)
, ti ≤ t ≤ tj

• Series of missing values:
• More complex interpolation is possible too.
• Utilization of the seasonality and trends into values reconstruction.
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Time Series

• Noise reduction:
• Usually a short-term fluctuations are removed.
• When outliers are searched for, noise reduction is not appropriate.
• Two base method is used:
• Binning:

• The series is divided into equally-sized intervals,
• Each interval is replaces by the mean or median of the values in the interval.
• Reduces the number of points by factor k, where k is the size of the interval.

• Moving Average Smoothing:
• Modifies the binning by the moving bins.
• The current value is calculated as a average of the windowed values.
• Removes points from the end of the series.

• Exponential Smoothing:
• Replaces the average by the decay factor α ∈ (0, 1)
• y′i = α · yi + (1− α) · y′i−1
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Time Series

• Noise reduction
14.2. TIME SERIES PREPARATION AND SIMILARITY 461
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Figure 14.1: Various smoothing methods applied to IBM stock price from September 5, 2013
to September 4, 2014

Exponential Smoothing

In exponential smoothing, the smoothed value y′i is defined as a linear combination of
the current value yi, and the previously smoothed value y′i−1. The smoothing parameter
α ∈ (0, 1) is used for this purpose.

y′i = α · yi + (1− α) · y′i−1 (14.2)

The value of y′0 is typically set to the first point in the series. When the value of α is 1,
there are no smoothing effects, and the smoothed series is the same as the original series.
When the value of α is 0, the entire series becomes smoothed to the constant value of
y′0. The approach is referred to as exponential smoothing because the value of y′i can be
expressed as an exponentially decayed sum of the series values. By recursively substituting
the aforementioned equation into itself, the following can be shown:

y′i = (1− α)i · y′0 + α ·
i∑

j=1

yj · (1− α)i−j . (14.3)

The choice of α regulates the decay factor. Unlike moving averages, exponential smoothing
provides more importance to recent data points. Data points are not lost at the beginning
of the series, and the impact of the lag is reduced for the same level of smoothing. Examples
of moving average and exponential smoothing are illustrated in Fig. 14.1a, b, respectively.
It is evident that exponential smoothing does not lose any points at the beginning of the
series and generally provides slightly better smoothing for lower lag.

14.2.3 Normalization

Time series typically need to be normalized, especially when multiple series are analyzed
simultaneously. For example, one series might measure temperature, whereas another might
measure pressure. Because these values are measured on different scales, they cannot be
compared meaningfully. Therefore, two normalization methods are commonly used to adjust
for such variations.
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Time Series

• Normalization:
• Required when dealing with multiple series to maintain comparability.
• Range-based normalization (MinMax normalization

• Uses minimum and maximum of the series.
• Results in values in (0, 1).

y′i =
yi −min
max−min

• Standardization
• Uses a mean µ and standard deviation σ of the series.

y′i =
yi − µ

σ
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Time Series

• Data Transformation and Reduction:
• Time series data may be reduced into compressed form.
• Discreet Wavelet Transform

• Converts the data into multidimensional form.
• Coefficients represents the differences between two continuous segments of the
series.

• The representation maintain the temporal locality.
• Removing the least important coefficients reduced significantly the data.
• Very useful for capturing the local variations.

• Discreet Fourier Transform
• Capture the global features related to periodicity.
• Represents the signal using combination of sin and cosine functions with
increasing frequency.
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Time Series

• Data Transformation and Reduction
14.2. TIME SERIES PREPARATION AND SIMILARITY 463
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Figure 14.2: Preferred scenarios for DFT and DWT

of length n can be expressed as a linear combination of smooth periodic sinusoidal series.
Along with a single constant term, the n− 1 sinusoidal series have periodicity drawn from
n, n/2, n/3, . . . n/(n − 1). The data can be reduced using this decomposition because only
a small number of these constituent series have large enough contributions to be included.
Consider a time series x0 . . . xn−1. Each coefficient Xk of the Fourier transform is a complex
value which is defined as follows:

Xk =
n−1∑
r=0

xr · e−irωk =
n−1∑
r=0

xr · cos(rωk)− i
n−1∑
r=0

xr · sin(rωk) ∀k ∈ {0 . . . n− 1}. (14.6)

Here, ω is set to 2π
n radians, and the notation i denotes the imaginary number

√
−1. There-

fore, Xk is a complex value. One property of the Fourier coefficients is that Xn−k can be
derived from Xk by flipping the sign of the imaginary part for k ≥ 1 (see Exercise 7).
Therefore, only the first n/2 complex coefficients need to be retained. Furthermore, only
the coefficients Xk = ak + ibk with large energy a2k + b2k need to be retained. The top-m
retained coefficients (together with their index k) can be used to approximate the time
series in a compact way. Both the real and imaginary parts of the coefficients can be stored
in a real-valued vector data structure. This vector provides the reduced representation of
the series. The original series can be reconstructed from the coefficients as follows:

xr =
1
n

n−1∑
k=0

Xk · eirωk =
1
n

(
n−1∑
k=0

Xk · cos(rωk) + i

n−1∑
k=0

Xk · sin(rωk)
)

∀r ∈ {0 . . . n− 1}.

Note that each Xk is a complex value. However, the imaginary part of the right-hand side
of this equation will always evaluate to zero to yield the real series value xr.

DFT has several properties, which make it useful for data mining applications. It satisfies
the additivity property; the Fourier coefficients of the sum (or difference) of two series can
be obtained as the sum (or difference) of their Fourier coefficients. It also satisfies Parseval’s
theorem, which states that if Xk = ak + ibk is the kth Fourier coefficient, then we have∑n−1

r=0 x2
r = 1

n

∑n−1
k=0(a

2
k + b2k). Because of these properties, one can compute the (scaled)

Euclidean distance between two time series by computing the Euclidean distance between
their Fourier coefficients. Like DWT, DFT can also be viewed as the transformation of the
time series to a new (rotated) orthogonal basis system, except that each basis vector Bk =
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Time Series

• Similarity Measures:
• Euclidean distance
• Dynamic Time Warping
• Edit Distance
• Largest Common Sub-sequence
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Time Series Forecasting

• The most frequently used task in time series.
• The prediction of future value or values according the previous values.
• The combination of multiple time series may be used together or predicted
simultaneously.

• Linear as well as non-linear models are possible.
• Application of standard models are possible when a value depends on the
few previous values.

yt = f (yt−1, yt−2, . . . , yt−n)
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Auto-regressive Models

• Univariate time series contain single variable that is predicted using
autocorrelations.

• Autocorrelations is the correlation between adjacency located timestamps.

Autocorrelation(L) = Covariance(yt, yt+l)
Variancet(yt)

• The L is lag, the distance between samples.
• The autoregressive model is defined as a linear combination of previous
values:

yt =
p∑
i=1

ai · yt−i + c+ ϵt

• The number of previous values is p and the ai, c coefficients need to be
learned from the data by the least-squares regression.
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Auto-regressive Moving Average Models (ARMA)

• Autoregresive models does not fit well when an unexpected shocks
(variations) are present in the data and affects the future values.

• This may be captured by the Moving Average model.
• The series of values is predicted on the basis of the history of deviations from
predicted values.

yt =
q∑
i=1

bi · ϵt−i + c+ ϵt

• The c is the mean of the time series.
• The model required the deviations that are based on the forecast model.

yt =
p∑
i=1

ai · yt−i
q∑
i=1

bi · ϵt−i + c+ ϵt

• The selection of p and q is the most difficult part of this model.
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Auto-regressive Integrated Moving Average Models (ARIMA)

• Combines the ARMA model with the differencing (the series is composed
from the difference of the successive points).

y′t =
p∑
i=1

ai · y′t−i
q∑
i=1

bi · ϵt−i + c+ ϵt

16



Recurrent Neural Network (RNN)

• A neural network that is able to incorporate unlimited input1

input sequence xt−2 xt−1 xt xt+1 · · ·

· · ·hidden states

yt−2 yt−1 yt yt+1 · · ·output

W W W W

1Zachary Chase Lipton, A Critical Review of Recurrent Neural Networks for Sequence Learning,
CoRR, abs/1506.00019, 2015, http://arxiv.org/abs/1506.00019.
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Recurrent Neural Network (RNN)

• Advantages:
• Can process any length of input.
• Model size does not increasing with the input length.
• Computation of current step can use information from many steps back.
• Weights are shared across time steps.

• Disadvantages:
• Computation is very slow.
• It is difficult in practice access information from many steps back.
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Long Short Term memories (LSTM)

• More complex version of RNN.
• Capable to learn long term dependencies practically.
• Multi-layer architecture, with shortcuts and adaptive learning.
• The ”knowledge” flow is regulated using Gates.
• Gates are non-linear neural net layer (sigmoid) and regulate the amount of
information that is let through.

• It solves the problem with long term memories, while maintain short term
memories too.
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Types of Forecasting

• Number of values to be predicted:
• Single value or Single step
• Vector of values or Multi step

• Number of sequences we have:
• Multiple Input Series - multiple time-series is used to predict values on
another time series.

• Multiple Parallel Series - the values for every time-series need to be predicted
simultaneously.
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Types of models

• Vanilla LSTM
• A single LSTM layer and one dense layer are stacked.
• Single layer may have as many neurons as needed.

• Stacked LSTM
• A multiple LSTM layers and one dense layer are stacked.
• Allows more complex model to be build.

• Bidirectional LSTM
• A time series is processed from both direction.

• CNN LSTM
• Convolution network detect patterns in a series.
• These patterns are processed by the LSTM layer.

• ConvLSTM
• Convolution is a direct input to the LSTM neurons.
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Result evaluation

• To compare results from forecasting model we may use the following
mesures:

• Mean Average Percentage Error (MAPE)

MAPE = 1
n

n∑
t=1

∣∣∣∣At − Ft
At

∣∣∣∣
• At is the actual ground-truth value, Ft is the forecasted value

• Mean Squared Error (MSE):

MSE = 1
n

n∑
t=1

(At − Ft)2

• Coefficient of Determintation

R2 = 1−
∑n

i=1
(
At − Ft)2

)∑n
i=1

(
At − At)2
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Case studies and Applications



DoctorAI

• Predict the time of the next visit and the medication and diagnossis for a
patient 2

• Dataset:
• 263,706 patients
• 54.61 average visit per patient
• 3.22 codes per visit (code is a diagnosis, medication or a procedure)
• 38,594 codes in total.
• 76.12 average day between visits

• Experiments:
• 85% patients as training, the rest as a test.
• RNN (GRU) in one and two layer 2000 neurons each.
• Code embedding calculated using skip-gram model used.

2Doctor AI Predicting Clinical Events via Recurrent Neural Networks, E. Choi et al., Proceedings of
MAchine LEarning for Healthcare 2016, 2016.
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DoctorAI
Table 2: Accuracy of algorithms in forecasting future medical activities. Embedding matrices Wemb

of both RNN-1 (using one hidden layer) and RNN-2 (using two hidden layers) are initialized with
random orthogonal vectors. Embedding matrices Wemb of both RNN-1-IR (using one hidden layer)
and RNN-2-IR (using two hidden layers) are initialized with Skip-gram vectors trained on the entire
dataset.

Dx Only Recall @k Rx Only Recall @k Dx,Rx,Time Recall @k

Algorithms k = 10 k = 20 k = 30 k = 10 k = 20 k = 30 k = 10 k = 20 k = 30 R2

Last visit 29.17 13.81 26.25 —

Most freq. 56.63 67.39 71.68 62.99 69.02 70.07 48.11 60.23 66.00 —

Logistic 43.24 54.04 60.76 45.80 60.02 68.93 36.04 46.32 52.53 0.0726

MLP 46.66 57.38 64.03 47.62 61.72 70.92 38.82 49.09 55.74 0.1221

RNN-1 63.12 73.11 78.49 67.99 79.55 85.53 53.86 65.10 71.24 0.2519

RNN-2 63.32 73.32 78.71 67.87 79.47 85.43 53.61 64.93 71.14 0.2528

RNN-1-IR 63.24 73.33 78.73 68.31 79.77 85.52 54.37 65.68 71.85 0.2492

RNN-2-IR 64.30 74.31 79.58 68.16 79.74 85.48 54.96 66.31 72.48 0.2534

and aggregate them xi−1 +xi−2 + ,+xi−L for some duration L to create the features for prediction
of xi. Similarly, we can have a model that predicts the time until next visit using rectified linear
units (ReLU) as the output activation. We set the lag L = 5 so that the logistic regression and
MLP can use information from maximum five past visits. The details of MLP design are described
in Appendix C.

5.4 Prediction performance

Table 2 compares the results of different algorithms with RNN based Doctor AI. We report the
results in three settings: when we are interested in (1) predicting only diagnosis codes (Dx), (2)
predicting only medication codes (Rx), and (3) jointly predicting Dx codes, Rx codes, and the time
duration to next visit. The results confirm that the proposed approach is able to outperform the
baseline algorithms by a large margin. Note that the recall values for the joint task are lower than
those for Dx code prediction or Rx code prediction because the hypothesis space is larger for the
joint prediction task.

The superior performance of RNN based approaches can be attributed to the efficient represen-
tation that they learn for patients at each visit (Bengio et al., 2013; Schmidhuber, 2015). RNNs
are able to learn succinct feature representations of patients by accumulating the relevant informa-
tion from their history and the current set of codes, which outperformed hand-picked features of
frequency baselines.

Table 2 confirms that learning patient representation with RNN is easier with the input vec-
tors that are already efficient representations of the medical codes. The RNN trained with the
Skip-gram vectors (denoted by RNN-IR) consistently outperforms the RNN that learns the weight
matrix Wemb directly from the data, with only one exception, the medication prediction Recall@30,
although the differences are insignificant. The results also confirm that having multiple layers when
using RNN improves its ability to learn more efficient representations. The results also indicate that
a single layer RNN might have enough representative power to capture the dynamics of medications,
and adding more layers may not improve the performance.

8
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Machine Doctor

• Prediction of the health of the CNC dry milling machine.
• The goal is to predict the health according the recorded data during cutting.
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Fig. 2. Illustrations for basic LSTMs and three-layers deep LSTMs model
for sequential data regression problem. Grey block denote a LSTMs layer,
while dark red block represents a linear regression layer.

will be turned off and the outputs of all hidden neurons will
make effects on model testing. In other view, dropout can
be regarded as an approach to enlarge the training data size.
During each training epoch, the application of random masking
noise creates novel variants of data samples. In our models, we
adopted dropout before the regression layer, which means that
the output of the last hidden layer at the terminal time step
will be masked partially in an random way during training
phase.

IV. EXPERIMENTS

In this section, we empirically evaluated the performances
of LSTMs. The tool wear monitoring task is conducted.
Firstly, the dataset descriptions are given. Then, details about
the experimental setup are provided. Finally, the comparison
results are shown and discussed.

A. Descriptions of Datasets

To experimentally verify the performance of LSTMs, a high
speed CNC machine was run under dry milling operations
[30]. The schematic diagram of experimental platform has
been shown in Figure 3. The operation parameters are as
follows: the running speed of the spindle was 10,400 rpm; the
feed rate in x direction was 1,555 mm/min; The depth of cut
(radial) in y direction was 0.125 mm; the depth of cut (axial)
in z direction was 0.2 mm. To acquire data related to this CNC
machine’s operation condition, a Kistler quartz 3-component
platform dynamometer was mounted between the workpiece
and the machining table to measure cutting forces, while three
Kistler Piezo accelerometers were mounted on the workpiece
to measure the machine tool vibration in x, y, z directions,
respectively [30]. DAQ NI PCI1200 was adopted to perform
in-process measurements including force and vibration in three
directions (x,y,z) with a continuous sampling frequency of 50

CNC Milling Machine
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Card
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LEICA MZ12

Fig. 3. Schematic diagram of experimental setup.

KHz during the tool wear test. Therefore, the dimensionality
of raw signal at each time step is 7. The corresponding flank
wear of each individual flute was measured offline using a
LEICA MZ12 microscope after finishing each surface which is
considered to be one cut number in the following data analysis
and the target value. Finally, three tool life tests named C1,
C4 and C6 were selected as our dataset. Each test contains
315 data samples, while each data sample has a corresponding
flank wear. For training/testing splitting, a three-folder setting
is adopted that two tests are used as training domain and the
rest one is used as testing domain.

B. Experimental Setup

The following methods will be compared:
* LR: Linear Regression on extracted features of raw

signal;
* SVR: Support Vector Regression on extracted features

of raw signal;
* MLP: Multi-layer Neural Network on extracted features

of raw signal;
* RNN: Orginal RNN on raw signal;
* Basic LSTMs: A single-layer LSTMs with dropout on

raw signal;
* Deep LSTMs: A three-layers LSTMs with dropout on

raw signal.
Since LR, SVR and MLP can not address sequential data,

feature extraction is conducted firstly. The same setting in [31]
was adopted here and 54 features sets (e.g. RMS, variance, and
wavelet energy, etc.) were obtained. Then, each machine con-
dition can be represented by a 54-dimensional vector, which is
fed into the subsequent regression models including LR, SVR
and MLP. LR has no hyperparameter. In SVR, we search the
best regularization parameter C from {0.001, 0.01, 0.1, 1, 10}.
For MLP, three fully-connected layers with layers’ sizes of
[108, 108, 54] and [162, 162, 108] are designed. And the acti-
vation function of each hidden layer is set to tanh.

For RNN, Basic LSTMs and Deep LSTMs, the input data
can be time-series data so that feature extraction is not required
here. Considering the sampling frequency is quite high that
each data sample has over 100 thousands time steps, the whole
sequence are divided into 100 sections and the max value of
each section is kept to form a new time step. Via doing this,

2016 Tenth International Conference on Sensing Technology
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Machine Doctor
each data sample is converted into a 100 time steps sequential
data with a dimensionality of 7. For RNN, two configurations
are investigated, in which hidden layer sizes are set to 14
and 21, respectively. For basic LSTMs, one layer LSTMs is
considered and two different layer sizes including 14 and 21
are used. For deep LSTMs, three layer LSTMs is considered
and two configurations including [14, 21, 14] and [21, 28, 21]
are considered. And for these three models, a dense layer with
a size of 56 and an activation function of tanh is added before
the final regression layer. And the final regression layer is
added into these models with a dropout operation that the
masking ratio is set to 0.7.

Here, two measures to evaluate regression loss are adopt
including Mean absolute error (MAE) and Root mean squared
error (RMSE). MAE is the average value of the absolute values
of the errors. RMSE is the square root of the average of the
square of all of the errors. The corresponding equations for
the calculations of these two measures are given as follows:

MAE =
1

n

n∑
i=1

|ȳi − yi| (5)

RMSE =

√√√√ 1

n

n∑
i=1

(ȳi − yi)2 (6)

C. Experimental Results on Tool Wear Prediction

In this section, we show a comparison of LSTMs with
several benchmark methods. And MAE and RMSE of all
methods on three different datasets are shown in Tables I and
II, respectively. Datasets C1, C4 and C6 denote three different
training/testing splitting scenarios that C1, C4 and C6 are used
as testing datasets, respectively.

We firstly observed that among regression models including
LR, SVR and MLP based on expert features, LR performs
worst. It can be explained by the limitation of linear models.
Consider SVR with rbf kernel and MLP are both nonlinear
models that can capture the nonlinear relationships between
the expert features and the tool wear. However, these models
based on expert features all underperform compared to LSTMs
models. LSTMs models all work on raw signals instead of
expert features. Especially, deep LSTMs achieve a significant
performance gain compared to these models. It has shown that
LSTMs are able to learn meaningful representations from raw
signal without any feature engineering.

RNN, basic LSTMs and deep LSTMs all belong to recurrent
neural networks model. For a fair comparison, RNN share
the same hidden sizes with basic LSTMs. It is obvious that
basic LSTMs perform slightly better than RNN. The reasons
may be the fact that gate functions employed in LSTMs can
enable it to capture long-term dependency better than RNN.
Among all the models, deep LSTMs achieve the best and
robust performance. Compared to basic LSTMs, deep LSTMs
stacked three LSTM layers and is more capable to learn robust
and abstract representations from raw data. And the applied
dropout layer can relieve the possible overfitting problem due
to the increased model complexity of deep LSTMs.

TABLE I
MAE FOR COMPARED METHODS ON THESE THREE SDATASETS. BOLD

FACE INDICATES LOWEST ERRORS

Category Methods/Layer Sizes Datasets
C1 C4 C6

Regression Models LR 24.4 16.3 24.4
SVR 15.6 17.0 24.9

MLP 108-108-54 25.3 17.1 23.6
162-162-108 24.5 18.0 24.8

RNN 14 23.6 16.2 29.5
21 13.1 16.7 25.5

Basic LSTMs 14 19.8 15.8 19.5
21 19.6 15.6 25.3

Deep LSTMs 14-21-14 12.7 9.7 16.2
21-28-21 8.3 8.7 15.2

TABLE II
RMSE FOR COMPARED METHODS ON THESE THREE SDATASETS. BOLD

FACE INDICATES LOWEST ERRORS

Category Methods/Layer Sizes Datasets
C1 C4 C6

Regression Models LR 31.1 19.3 30.9
SVR 18.5 19.6 31.5

MLP 108-108-54 31.4 18.2 29.6
162-162-108 31.2 20.0 31.4

RNN 14 28.7 23.1 38.7
21 15.6 19.7 32.9

Basic LSTMs 14 24.3 19.5 28.9
21 23.9 20.8 32.4

Deep LSTMs 14-14-21 15.6 12.8 19.8
21-21-28 12.1 10.2 18.9

At last, to qualitatively demonstrate the effectiveness of L-
STM models, the predicted tool wears under different datasets
are illustrated in Fig 4, using deep LSTM model. The actual
tool wear conditions measured offline by a microscope are also
displayed, respectively. It is found that the predicted tool wear
overall are able to follow the trend of the truth data well.

V. CONCLUSION

In this work, we have investigated the performances of
LSTMs-based machine health monitoring systems. LSTMs do
not require any expert knowledge and feature engineering,
which may not be accessible in practice. And the introduction
of forget gates can make LSTMs to capture long-term depen-
dencies. Therefore, LSTMs is able to capture and discover
meaningful features under sensory signal for machine health
monitoring. And the experimental results have verified the su-
perior performance of LSTMs for machine health monitoring.

While our adopted LSTMs are able to achieve satisfying and
promising results, this only serves as a first trial in the research
of LSTM-based machine health monitoring systems. In future
work, we plan to propose a task-specific LSTMs model. For
example, it is meaningful to introduce wavelet transformation,
which is an effective tool to analyze machine sensory signal,
into the LSTMs models.
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Fig. 4. Performance evaluation of Deep LSTMS under three datasets: C1, C4 and C6, respectively.
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EEG anomaly detection

• EEG signal modelling using LSTM network.
• Five types of anomalies were investigated.
• Multi-step prediction used to predict the following sequence.
• The error vectors are collected and the gaussian distribution is created over
them the be able to detect behavior.

• The data collection contains more than 4000 recording with different length.
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EEG anomaly detection

(a) Normal Sinus Rhythms (b) Premature Ventricular Contractions

(c) Atrial Premature Contractions

(d) Paced Beats (e) Ventricular Couplets

Fig. 3: Five different beats in ECG signals.

and

FalsePositiveRate =
FalsePositive

FalsePositive+ TrueNegative

IV. RESULTS AND ANALYSIS

A threshold τ is determined via F-score maximization to
discriminate anomalous data from normal data on vN+A. This
threshold is then used to detect anomalies on the test set tN+A

(as shown in table I). A likelihood p(t) of error vector e(t)

for validation set (vN+A) and the corresponding threshold
τ is shown in Figure 4 (a sample just for two sequences),
where the red represents anomalous and green represents non-
anomalous ECG signals. Anomalous points belong to positive
class and non-anomalous points belong to negative class. Since
discrimination implies that the fraction of anomalies detected
in the positive class (TPR) be higher than the fraction of
anomalous points detected in the negative class (FPR), so we
are focusing on ratio between True Positive Rate (TPR) and
False Positive Rate (FPR) i.e. a higher ratio indicates better
discrimination.

In Table I, we optimized the threshold on validation set
vN+A by determining the value at which it yields maximum
F0.1 − score. The optimal τ value is then used on test set to
classify between anomalous and non-anomalous regions. The
result was a 96.45% F0.1 − score on the test set. The ratio
between true positive rate to false positive rate was also found
to be consistently high on the test set tN+A.

data set F-score Precision Recall or TPR FPR TPR / FPR

valN+A 0.7911 0.889 0.065 0.008 8.125
testN+A 0.9645 0.9750 0.4647 0.0119 39.05

TABLE I: Scores at calculated threshold τ = −9.4054 where
β = 0.1on val(N+A) and predicted for test(N+A). Also F-
score, Precision, Recall, FPR and ratio(TPR / FPR) for the
chosen architecture {20 and 20 units in first and second LSTM
hidden layers}

In Figure 4 we can easily identify that the pdf values are
more often lower in the anomalous regions than the normal
regions. It should be noted here that it may be possible that
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EEG anomaly detection

Fig. 4: A threshold τ = −9.4054 is estimated on likelihood
p(t) of error vector et(N+A) for validation set (vN+A)

the abnormal region may have regions of normality too. This
is why we have focused on precision rather than recall.

In Figure 6, the pdf values corresponding to the complete
test set is shown along with the optimized threshold. The
region below the threshold line indicates anomalies and that
above the threshold indicates normal rhythm.

A related objective of this paper is to show that the deep
LSTM generalize to multiple anomaly types (Arrhythmias). To
evaluate this we need to know the accuracy of detection for
each anomaly type. In order to compare the performance of
the models on the different anomaly types, the F0.1 − score
are computed independently for the four different anomalies,
with Paced Beats yielding higher F0.1− score i.e. 99.31% (as
shown in Table II). The APC signal is the least distinguishable
from normal, but even here the TPR/FPR is greater than 12
and hence is detected. The Receiver operating characteristic
(ROC) curve is drawn in Figure 7 for complete test set t(N+A)

and four abnormalities. Due to the issue of label noise in the
abnormal class the Recall is quite low, but it bears mentioning
again that what is pertinent for a detector is the ratio of the
True Positive Rate which remains consistently high.

Abnormality F-score Precision Recall or TPR FPR TPR / FPR

VC 0.9306 0.9559 0.2555 0.0118 21.65
PVC 0.9818 0.9909 0.5109 0.0047 108.70
APC 0.85 0.9231 0.0953 0.0079 12.06
PB 0.9931 0.9930 0.9986 0.007 142.65

TABLE II: Abnormality Score at τ = −9.4054 and β = 0.1

In Figure 5, the sample signals of four different abnormali-
ties is shown. Figure 5(a), 5(b), 5(c), 5(d), detects VC, PVC,
APC and PB respectively, in ECG time signals.

Training of recurrent networks using gradient descent is
generally quite slow. However, since we are interested in
modeling normal behavior, training only has to be done once
offline. The testing time for a 20 minute ECG signal with
42800 points is about 0.5 seconds on a 16 core CPU machine.

Fig. 6: Anomaly Detection on complete test set t(N+A)

Fig. 7: ROC curve for complete test set and four abnormalities

V. CONCLUSION

We propose Deep LSTMs for anomaly detection in ECG
time signals. LSTMs have additional retentive power over other
recurrent architectures because of their ability to overcome the
vanishing gradient problem. Stacking recurrent hidden layers
allows for the processing of the data at different time scales and
generation of a richer set of temporal features. In this work we
have investigated the applicability of Deep LSTM networks for
detecting cardiac arrhythmias in ECG signals. The technique
offers several advantages in that these networks are quite fast
once they are trained, and do not require knowledge of the
abnormalities, hand crafted features or pre-processing of the
data. Experiments show that the technique is able to detect
multiple types of abnormalities among ECG signals. It may be
beneficial to compute a different threshold for each window
of time which may improve detection of point anomalies.
Additionally, if this method is to be used by a medical
practitioner, recall may be given higher priority, although the
number of false positives tend to increase substantially. Overall
it appears that stacked LSTMs may be a viable candidate for
anomaly detection in ECG signals.
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Final Remark

• Can Time Series be forecasted by the Reinforcement Learning?

• The Answer is Yes :-)3

• Simplified Stock trading game
• The goal is to maximize the profit.
• The environment is based on the superposition of the:

• Sin function with random period (10 ∼ 40) and random amplitudes (80 ∼ 200).
• Sin function with random period (80 ∼ 200) and random amplitudes (20 ∼ 80).
• Noise

3Deep reinforcement learning for time series, X. Go, Arxiv.org, 2019
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 3 

2. Games  

2.1 Overview 

When playing games, agent learns to trade a hypothesized stock and make profit by buying at low 
and selling at high price. At each time step, the agent is given observations in the past 40 time 
steps and then it chooses an action (see Section 2.2), which results in a reward (see Section 2.3). 
After T=180 time steps, an episode ends. Two games are considered:  

• Univariate: the only input is an artificially generated wave-like price time series. The shape 
of the input is T × 1. Some examples are shown in Figure 1. The time series is generated 
from superposition of short-term waves, a long term wave and noise. The short-term waves 
are sine functions with random periods (range 10~40) and random amplitudes (range 5~80). 
And the long-term wave is also a sine function, with a random period (range 80~200) and 
a random amplitude (range 20~80) 
 

• Bivariate: the inputs are two time series, one is a random stepwise price time series and 
another is a noisy leading signal time series. The movement of the signal is positively 
correlated with future price changes with a random forecast horizon. The shape of the input 
is T × 2. Some examples are shown in Figure 2. At a random number of time steps (range 
15~30), the price jumps for a random amplitude (-30~30). The signal is generated by 
moving the price ahead by a random number of time steps (range 10~30) and then adding 
a noise term.  

The Univariate game is to test if the model can capture the underlying dynamics, and the Bivariate 
game task is to test if the model can utilize the hidden relation among the inputs. For both games, 
the inputs are positive values.  

 

Figure 1 Examples of the Univariate game input 

 

Figure 2 Examples of the Bivariate game input 

• Actions defined:
• BUY - buy a stock at a current price
• HOLD - hold bought stock or do nothing
• CASH - sell existing stock
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Final Remark

• Rewards:
CASH 0
BUY pt+1 − pt − c
HOLD pt+1 − pt
• pt is the price of the stock at time t
• c is the constant price of buying stock

• Architecture:
• CNN, GRU, LSTM, MLP.
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 6 

Table 2 Test results for the profit and loss (P&L) generated per episode 

 Univariate game Bivariate game 

#param 
In-sample Out-of-sample 

#param 
In-sample Out-of-sample 

Mean 
P&L 

P&L>
0 

Mean 
P&L 

P&L>
0 

Mean 
P&L P&L>0 Mean 

P&L P&L>0 

MLP 16x4 1,523 104.3 100% 96.9 97% 2,163 49.4 92% 40.5 96% 
MLP 16x5 1,795 103.2 100% 91.7 100% 2,435 47.4 94% 43.8 94% 
MLP-32x4 4,579 122.4 100% 86.1 96% 5,859 49.3 92% 37.4 95% 
MLP-32x5 5,635 125.0 100% 89.8 99% 6,915 52.7 95% 42.0 96% 
GRU-8x3 1,227 116.1 100% 115.6 100% 1,251 35.0 81% 31.8 86% 
GRU-16x3 4,627 114.0 100% 112.1 100% 4,675 44.0 84% 35.0 91% 
GRU-16x2 3,043 120.7 99% 115.2 100% 3,091 46.5 91% 31.1 88% 
GRU-32x3 17,955 143.3 100% 116.1 99% 18,051 51.5 94% 37.2 94% 
LSTM-8x3 1,579 58.9 90% 68.0 94% 1,611 37.6 80% 32.5 84% 
LSTM-16x3 5,971 84.8 98% 79.4 98% 6,035 44.5 91% 38.4 94% 
LSTM-16x2 3,859 106.3 100% 107.8 100% 3,923 44.0 87% 37.8 90% 
LSTM-32x3 23,203 134.1 100% 98.5 97% 23,331 44.3 90% 31.0 89% 
CNN-8x3 2,883 89.0 98% 77.3 94% 2,907 39.1 86% 34.7 87% 
CNN-16x3 5,235 106.0 98% 86.7 95% 5,283 38.8 85% 28.5 85% 
CNN-16x2 8,291 108.5 100% 77.1 95% 8,339 46.4 91% 33.8 89% 
CNN-32x3 12,243 120 100% 80.8 96% 12,339 32.3 85% 15.4 72% 

 

Figure 3 A test episode of the Univariate game played by the trained GRU-based agent  
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