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Natural Language Processing



Natural Language Processing

• Natural Language Processing (NLP) is a research field at the intersection of
• computer science
• artificial intelligence
• linguistics

• Goal is to process and understand natural Language in order to perform
tasks that are useful, e.g.

• Syntax checking
• Language translation
• Personal assistant (Siri, Google Assistant, Jarvis, Cortana, …)

• Note: Fully understanding and representing the meaning of language is a
difficult goal and is expected to be AI-complete.
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Natural Language Processing

Discourse Processing

Semantic interpretation

Syntactic analysis

Morphological analysis

Phonetic/Phonological
Analysis OCR/Tokenization

speech
text
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Natural Language Processing

• Applications of the NLP in a real life
• Spell checking, keyword search, synonyms finding
• Important data extraction from text (security codes, product prices, location,
named entity, etc.)

• Classification of content
• Sentiment analysis
• Topic extraction, topic evolution
• Authorship identification, plagiarism detection
• Machine translation
• Dialog systems
• Question answering system
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Human Language Properties

• A human language is a system designed to transfer
the meaning from speaker/writer to listener/reader.

• A human language uses an encoding that is simple
for child to quickly learn and which changes during
time.

• A human language is mostly
discrete/symbolic/categorical signaling system.

• Sounds
• Gesture
• Writing
• Images

• The symbols are invariant across different
encodings. 5
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Topic modelling

A motivation [1]:

• Let have a document collection with total of seven words/token.
lion, lioness, cheetah, jaguar, porsche, ferrari, maserati

• Two slightly overlapped word sets exists which defines two features.
• The document that contains words from the first set can be expressed as
(a, 0).

• The document that contains words from the second set can be expressed as
(0,b).

• The document that contains words from both sets can be expressed as (c,d).
• Such representation is a reduced representation of the data.
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Topic modelling

A motivation [1]:

• Reduced representation should reduce the noise and maintain most of the
information.

• The noise in a data are:
• Synonyms (e.g. lion - lioness, etc.)
• Unique words - words that are present in one or few document.
• ...

• Reduced data may lead to more precise results.
• The reduction is able to discover the hidden semantic concepts or latent
concepts.

• These concepts may be called topics in some forms and the process topic
modelling.
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Topic modelling vs. Matrix factorization

• Any n× d document-term matrix D may be expressed as k d-dimensional
basis vectors.

• where k≪ min{n,d}.
• The k is the number of semantic concepts/topics extracted from the data.
• The k is usually unknown of set by the ground truth information.

• In general, the topic extraction may be defined as:

D ≈ UVT

• V is a column d× k matrix of basis vectors.
• U is a reduced representation of the documents (document embedding).
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Topic modelling vs. Matrix factorization

• The goal of the transformation is to reduce the error of the approximation.
• LA form is that a matrix D is approximately factorized to two low-rank matrix
U and V.

• The error
(
D− UVT

)
is always present.

• The solution is discovered by solving optimization problem where an
aggregate function (e.g.SSE) of the errors in

(
D− UVT

)
is minimized.

• Additionally constraints may be set to U and V and their rows/columns.
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A notice about Two or Three way factorization

• The approximation D ≈ UVT is not unique, because we may divide U by a α

and multiply V by α and we will receive the same result (α ∈ R).
• Moreover, we may define a set of scaling/normalizing factors which had the
same result.

• The scaling factors are usually placed in a diagonal matrix Σ.
• The result then looks like:

D ≈ QΣPT

• where Q is normalized matrix U, P is normalized matrix V and Σ is diagonal
k× k matrix that contains non-negative scaling factors for k concepts.

• This transformation is unique.
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Matrix factorization methods



Singular Value Decomposition (SVD)

• Its usage on text data is called Latent Semantic Analysis.
• The factorization in general is defined as

Minimize(U,V)
∥∥D− UVT

∥∥2
F

• The ∥·∥2F is a (squared) Frobenius norm, i.e. sum of squares of its entries.
• This minimization has infinitely many optimal solutions.
• When an orthogonality constraint is set on the columns of U and
orthonormality constraint on columns of V at least one solution exists.

• This solution may be found using eigen-decomposition of DTD or DDT.
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Singular Value Decomposition (SVD)

• The two way factorization may be converted into three way of the form:

D = QΣPT

• where Q contains left singular vectors, Σ contains singular values and PT

contains right singular vectors.
• The presented decomposition is proven to be optimal.
• Reducing the Σ to k coefficients leads to best approximation of the matrix D

D ≈ QkΣkPTk

• This approach is called Truncated SVD.
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Singular Value Decomposition (SVD)
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Figure 2.4: Complementary basis properties of matrix factorization in SVD

d-dimensional column vector and Dv be the projection of the data set D on v. Consider the
problem of determining the unit vector v such that the sum of squared Euclidean distances
(Dv)T (Dv) of the projected data points from the origin is maximized. Setting the gradient
of the Lagrangian relaxation vTDTDv − λ(||v||2 − 1) to 0 is equivalent to the eigenvector
condition DTDv − λv = 0. Because the right singular vectors are eigenvectors of DTD, it
follows that the eigenvectors (right singular vectors) with the k largest eigenvalues (squared
singular values) provide a basis that maximizes the preserved energy in the transformed and
reduced data matrix D′

k = DPk = QkΣk. Because the energy, which is the sum of squared
Euclidean distances from the origin, is invariant to axis rotation, the energy in D′

k is the
same as that in D′

kP
T
k = QkΣkP

T
k . Therefore, k-rank SVD is a maximum energy-preserving

factorization. This result is known as the Eckart–Young theorem.
The total preserved energy of the projection Dv of the data set D along unit right-

singular vector v with singular value σ is given by (Dv)T (Dv), which can be simplified as
follows:

(Dv)T (Dv) = vT (DTDv) = vT (σ2v) = σ2

Because the energy is defined as a linearly separable sum along orthonormal directions, the
preserved energy in the data projection along the top-k singular vectors is equal to the
sum of the squares of the top-k singular values. Note that the total energy in the data set
D is always equal to the sum of the squares of all the nonzero singular values. It can be
shown that maximizing the preserved energy is the same as minimizing the squared error3

(or lost energy) of the k-rank approximation. This is because the sum of the energy in the
preserved subspace and the lost energy in the complementary (discarded) subspace is always
a constant, which is equal to the energy in the original data set D.

When viewed purely in terms of eigenvector analysis, SVD provides two different perspec-
tives for understanding the transformed and reduced data. The transformed data matrix can
either be viewed as the projection DPk of the data matrix D on the top k basis eigenvectors
Pk of the d × d scatter matrix DTD, or it can directly be viewed as the scaled eigenvec-
tors QkΣk = DPk of the n × n dot-product similarity matrix DDT . While it is generally
computationally expensive to extract the eigenvectors of an n × n similarity matrix, such
an approach also generalizes to nonlinear dimensionality reduction methods where notions
of linear basis vectors do not exist in the original space. In such cases, the dot-product
similarity matrix is replaced with a more complex similarity matrix in order to extract a
nonlinear embedding (cf. Table 2.3).

SVD is more general than PCA and can be used to simultaneously determine a subset
of k basis vectors for the data matrix and its transpose with the maximum energy. The
latter can be useful in understanding complementary transformation properties of DT .

3The squared error is the sum of squares of the entries in the error matrix D −QkΣkP
T
k .
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Singular Value Decomposition (SVD) - Original data

D =



lion tiger cheetah jaguar porsche ferrari
Doc0 2.00 2.00 1.00 2.00 0.00 0.00
Doc1 2.00 3.00 3.00 3.00 0.00 0.00
Doc2 1.00 1.00 1.00 1.00 0.00 0.00
Doc3 2.00 2.00 2.00 3.00 1.00 1.00
Doc4 0.00 0.00 0.00 1.00 1.00 1.00
Doc5 0.00 0.00 0.00 2.00 1.00 2.00
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Singular Value Decomposition (SVD) - Decomposition

≈

Q = Mapping Σ PT = Topics

3.46 −0.57
5.44 −1.03
1.95 −0.41
4.74 0.66
0.83 1.49
1.57 2.54


(
8.43 0
0 3.26

) (
0.41 0.49 0.44 0.61 0.10 0.12
−0.21 −0.31 −0.26 0.37 0.44 0.68

)
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Singular Value Decomposition (SVD) - Reconstructed

D =



lion tiger cheetah jaguar porsche ferrari
Doc0 1.55 1.87 1.67 1.91 0.10 0.04
Doc1 2.46 2.98 2.66 2.95 0.10 −0.03
Doc2 0.89 1.08 0.96 1.04 0.01 −0.04
Doc3 1.81 2.11 1.91 3.14 0.77 1.03
Doc4 0.02 −0.05 −0.02 1.06 0.74 1.11
Doc5 0.10 −0.02 0.04 1.89 1.28 1.92
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Singular Value Decomposition (SVD) - Visualisation
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Singular Value Decomposition (SVD)

• The basis vectors PTk are used to represent the original document by the
coefficients in matrix Qk.

• The noise is reduced also with respect to the synonyms and polysemy.
• The Qk or QΣ may be understand as a document embeding.
• Moreover, a matrix PkΣ is a word embedding where similar words should be
much closer that non similar words.

• The advantage of the SVD is very good approximation.
• Pure SVD is hard to interpret due to presence of large negative as well as
positive values.
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Non-negative Matrix Factorization (NMF)

• A highly interpretable matrix factorization due to non-negativity constraint.

Minimize(U,V)
∥∥D− UVT

∥∥2
F , subject to U ≥ 0, V ≥ 0

• The topic modelling is maintained in the form that each r-th column of U
and V correspond to the membership of the r-th document r-th word to the
topic r.

• Visualization of the document is easy and the interpretation of the reduced
coefficients is simple and the clustering of the documents is easily visible.

• The basis vectors extract the most information from the terms and their
combination in different topic.

• Note: it is also easily applicable to so called Bar problem.
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Non-negative Matrix Factorization (NMF) - Original data

D =



lion tiger cheetah jaguar porsche ferrari
Doc0 2.00 2.00 1.00 2.00 0.00 0.00
Doc1 2.00 3.00 3.00 3.00 0.00 0.00
Doc2 1.00 1.00 1.00 1.00 0.00 0.00
Doc3 2.00 2.00 2.00 3.00 1.00 1.00
Doc4 0.00 0.00 0.00 1.00 1.00 1.00
Doc5 0.00 0.00 0.00 2.00 1.00 2.00
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Non-negative Matrix Factorization (NMF) - Decomposition

≈

U = Mapping VT = Topics

1.22 0.04
1.94 0.00
0.70 0.00
1.39 0.89
0.00 0.94
0.00 1.63


(

1.27 1.53 1.37 1.52 0.05 0.00
0.05 0.00 0.01 1.15 0.78 1.18

)

21



Non-negative Matrix Factorization (NMF) - Reconstruction

D =



lion tiger cheetah jaguar porsche ferrari
Doc0 1.55 1.87 1.67 1.90 0.09 0.05
Doc1 2.46 2.97 2.66 2.95 0.10 0.00
Doc2 0.89 1.07 0.96 1.06 0.04 0.00
Doc3 1.81 2.12 1.91 3.13 0.76 1.04
Doc4 0.05 0.00 0.01 1.08 0.73 1.10
Doc5 0.09 0.01 0.03 1.89 1.28 1.92
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Non-negative Matrix Factorization (NMF) - Visualisation
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Probabilistic Latent Semantic Analysis (pLSA)

• A normalized three ways factorization of the document-term matrix in the
form

D ∝ QΣPT

• The entries in the matrices are interpreted as probabilities.
• The columns of Q and P are summed to 1 and all entries in diagonal matrix Σ
is also summed to 1.

• All parameters are learned in order to maximize the likelihood of the
observed data for a generative process:

• The frequencies in Document-Term matrix are generated by a mixture of the
latent components/topics G1 . . .Gk sequentially increment entries in the
DT-matrix.
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Probabilistic Latent Semantic Analysis (pLSA)

• The generative process may be defined as:
1. Select a topic/mixture component Gr with the probability Σrr where r ∈ {1 . . . k}.
2. Select index i of a document Xi with the probability Qir = P(Xi|Gr).
3. Select index j of a term tj with probability Pjr = P(tj|Gr).
4. Increment the (i, j)th entry in D by 1.

• The process as repeated as many times as is the number of tokens in a
corpus.
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Probabilistic Latent Semantic Analysis (pLSA)

• The optimization task is defined as:

Maximize(Q,Σ,P) [Log likelihood of generating D using (Q,Σ,P)]

=
n∑
i=1

d∑
j=1

Dij log
(
P
(
Xi, tj

))
subject to:
Q,Σ,P ≥ 0
entries in each column of P sum to 1
entries in each column of Q sum to 1
entries of diagonal matrix Σ sum to 1.
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Latent Dirichlet Allocation (LDA)

• pLSA parameter space grows with the size of the corpus (P = d · k,Q = n · k).
• pLSA tries to independently generate different tokens in DT-matrix instead of
generation one document at a time.

• LDA solves this problem using generation one document in one shot using
Dirichlet distribution of topics.

• Before a row is generated a distribution of topics in a document is generated
P(Gr|Xi).
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Latent Dirichlet Allocation (LDA)

• The generative process may be defined as:
1. Generate the number ni of tokens (counting repetitions) in the ith document
from a Poisson distribution.

2. Generate the relative frequencies Θ = (θ1, θ2, . . . , θk) of different topics in the
ith document from a Dirichlet distribution. This step is like generating
θr = P(Gr|Xi) from the Dirichlet distribution for all topics r in the document in
order to generate the document in one shot.

3. For each of the ni tokens in the ith document, first select the rth latent
component with probability P(Gr|Xi) and then generate the jth term with
probability P(tj|Gr). As in pLSA, we still need the d× k matrix of parameters P,
which retain the same interpretation of containing the values P(tj|Gr).
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Latent Dirichlet Allocation (LDA) - Original data

D =



lion tiger cheetah jaguar porsche ferrari
Doc0 2.00 2.00 1.00 2.00 0.00 0.00
Doc1 2.00 3.00 3.00 3.00 0.00 0.00
Doc2 1.00 1.00 1.00 1.00 0.00 0.00
Doc3 2.00 2.00 2.00 3.00 1.00 1.00
Doc4 0.00 0.00 0.00 1.00 1.00 1.00
Doc5 0.00 0.00 0.00 2.00 1.00 2.00
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Latent Dirichlet Allocation (LDA) - Decomposition

≈

U = Mapping VT = Topics

0.07 0.93
0.05 0.95
0.11 0.89
0.26 0.74
0.86 0.14
0.90 0.10


(
0.72 0.78 0.83 3.57 2.66 3.59
6.08 6.87 6.02 7.24 0.91 0.82

)
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Latent Dirichlet Allocation (LDA) - Visualisation
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Topic modeling

Problem solved

??
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Topic modeling

Problem solved ??
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Topic modeling

• Is there a space for improvement?

• Yes!!
• Topic modelling creates a document embedding and does not deals with
word similarity well.

• Word embedding capture the similarity between words based on their usage
in a context.

• A combination may improve the topic modelling results with respect to used
words.
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Representation of the meaning of a
word



Representation of the meaning of a word

• The meaning means:
• the idea that is represented by a word, phrase, etc.
• the idea that a person wants to express by using words, signs, etc.
• the idea that is expressed in a work of writing, art, etc.

• A WordNet is a great resource of meaning:
• A complex network of words made by human.
• A list of synonyms, hypernyms (generalization), antonyms, etc.
• A word category with dictionary-like description of a meaning.
• A new meaning are missing in a database.
• Some meaning and synonyms are valid only in some contexts.
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Representation of the meaning of a word

• The standard representation is called one-hot vector.

motel = [00000000100]
hotel = [00000100000]

• Vector dimension = number of word in a corpus
• Vectors are orthogonal motel · hotel = 0
• Similarity cannot be defined on one/hot vector representation.
• WordNet may be used to extract synonyms for each word that will be used as
similarity function, but ist too complicated approach.
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Representation of the meaning of a word

A word’s meaning is given by the words that frequently appear close-by

• When a word apears in the text, its context is set by the words that appear
nearby (usually withing a fixed window).

• Many context windows for each word are used for representation of the word.

Example:

…reasonable and to prevent the network trips from swamping out the …
…distance between nodes; network traffic or bandwidth constraints; …
…beyond your control (i.e. network outage, hardware failure) or the …

…experience was a temporarily-high network load which caused a timeout…
…is removed (i.e. temporary network disconnection resolved) then …

…see their involvement with the network and its digital properties expand …
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Word2vec framework

Word2vec is a framework for learning word vectors.

• We have a large corpus of text.
• Every word in a fixed vocabulary is represented by a vector.
• Go through each position t in the text, which has a center word c and context
words o.

• Use the similarity of the word vectors for c and o to calculate the probability
of o given c.

• Keep adjusting the word vectors to maximize the probability.
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Word2vec framework

Example window and process of computing

… problems turning into banking crisis as was …

into

P(wt−1|wt) P(wt+1|wt)

P(wt−2|wt) P(wt+2|wt)

banking

P(wt−1|wt) P(wt+1|wt)

P(wt−2|wt) P(wt+2|wt)

crisis

P(wt−1|wt) P(wt+1|wt)

P(wt−2|wt)
P(wt+2|wt)
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Word2vec framework - An objective function

• For each position t = 1, . . . , T predict context words within a window of fixed
size m, given center word wj.

Likelihood = L(θ) =
T∏
t=1

∏
−m≤j≤m,j ̸=0

P
(
wt+j|wt; θ

)
• Where θ represents all variables to be optimized.
• The objective function (also cost or loss function) is defined as negative log
likelihood:

J(θ) = − 1T log ((L(theta)) =
T∑
t=1

∑
−m≤j≤m,j ̸=0

log P
(
wt+j|wt; θ

)
• The minimization of the objective function will maximize the accuracy of the
model.
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Word2vec framework - An objective function

• The objective function need to be minimized:

J(θ) = − 1T log ((L(theta)) =
T∑
t=1

∑
−m≤j≤m,j ̸=0

log P
(
wt+j|wt; θ

)
• The calculation of the P

(
wt+j|wt; θ

)
is crucial.

• For each word w we use two vectors:
• vw when w is a center word.
• uw when the w is context word.

• For center word c and context word o the probability:

P(o|c) =
exp

(
uTovc

)∑
w∈V exp

(
uTwvc

)
40



Word2vec framework - A prediction function

P(o|c) =
exp

(
uTovc

)∑
w∈V exp

(
uTwvc

)
• uTovc is a dot product that compares similarity of o and c (cosine similarity)
•
∑

w∈V exp
(
uTwvc

)
normalize over the entire vocabulary V.

• It is an example of the softmax function Rn → Rn.

softmax(xi) =
exp(xi)∑n
j=1 exp(xj)

= pi

• The softmax function distribution maps arbitrary values of xi to a probability
distribution pi

• max because amplifies probability to largest xi
• soft because still assigns some probability to smaller xi
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Word2vec framework - Training a model

• The θ represents all model parameters, in one large vector.
• The vector has d-dimensional vectors and V-many words.

θ =



va
...
vz
ua
...
uz


∈ R2dV

• These parameters are then optimized.
• A Gradient Descent algorithm fits as well as Stochastic Gradient Descent.
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Word2vec framework - Variants

• Two base models are used:
1. Skip-Gram (SG) where the contexts predicts words given the center word
independently on position.

2. Continuous Bag of Words (CBOW) where the center word is predicted from
context words.

• Latent Semantics Analysis
• GloVe: Global Vectors for Word Representation

• Combines both techniques and defines modified objective function:

J(θ) = 1
2

W∑
i,j=1

f
(
Pij
) (
uTi vj − log Pij

)2
• Fast training, scalable to huge corpora but works even on small ones.
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Glove Results

Most similar words in a corpora Glove6B1 using Euclidean distance
man woman queen university learning

2.60 woman 2.43 girl 3.01 princess 3.23 college 2.65 teaching
2.81 another 2.60 man 3.16 lady 3.29 harvard 2.93 practical
2.81 boy 2.79 mother 3.30 elizabeth 3.42 graduate 2.93 experience
2.97 one 2.88 boy 3.39 prince 3.51 institute 3.10 knowledge
3.02 old 3.08 her 3.44 coronation 3.54 yale 3.10 lessons
3.04 turned 3.14 she 3.48 king 3.58 professor 3.14 skills
3.07 whose 3.17 herself 3.57 consort 3.72 faculty 3.15 instruction
3.15 himself 3.38 victim 3.62 victoria 3.74 school 3.16 classes
3.15 who 3.38 child 3.67 crown 3.83 graduated 3.17 learn
3.24 friend 3.45 husband 3.69 bride 3.86 academy 3.18 studying
3.24 him 3.47 old 3.73 majesty 3.90 princeton 3.19 teach
1https://nlp.stanford.edu/projects/glove/ 44
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New approaches in Topic Modeling



Gaussian Latent Dirichlet Allocation (Gaussian LDA)

• Replacement of Dirichlet word distribution by Gaussian [3]
• The Multi-modal Dirichlet distribution deals with words as a independent
objects.

• Gaussian distribution groups similar words together.
• Grouping words leads to more coherent topics.
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Gaussian Latent Dirichlet Allocation (Gaussian LDA)

Gaussian LDA topics

hostile play government people university hardware scott market gun
murder round state god program interface stevens buying rocket
violence win group jews public mode graham sector military
victim players initiative israel law devices walker purchases force
testifying games board christians institute rendering tom payments machine
provoking goal legal christian high renderer russell purchase attack
legal challenge bill great research user baker company operation
citizens final general jesus college computers barry owners enemy
conflict playing policy muslims center monitor adams paying fire
victims hitting favor religion study static jones corporate flying
rape match office armenian reading encryption joe limited defense
laws ball political armenians technology emulation palmer loans warning
violent advance commission church programs reverse cooper credit soldiers
trial participants private muslim level device robinson financing guns
intervention scores federal bible press target smith fees operations

0.8302 0.9302 0.4943 2.0306 0.5216 2.3615 2.7660 1.4999 1.1847

Multinomial LDA topics

turkish year people god university window space ken gun
armenian writes president jesus information image nasa stuff people
people game mr people national color gov serve law
armenians good don bible research file earth line guns
armenia team money christian center windows launch attempt don
turks article government church april program writes den state
turkey baseball stephanopoulos christ san display orbit due crime
don don time christians number jpeg moon peaceful weapons
greek games make life year problem satellite article firearms
soviet season clinton time conference screen article served police
time runs work don washington bit shuttle warrant control
genocide players tax faith california files lunar lotsa writes
government hit years good page graphics henry occurred rights
told time ll man state gif data writes article
killed apr ve law states writes flight process laws

0.3394 0.2036 0.1578 0.7561 0.0039 1.3767 1.5747 -0.0721 0.2443

Table 1: Top words of some topics from Gaussian-LDA and multinomial LDA on 20-newsgroups for
K = 50. Words in Gaussian LDA are ranked based on density assigned to them by the posterior predic-
tive distribution. The last row for each method indicates the PMI score (w.r.t. Wikipedia co-occurence)
of the topics fifteen highest ranked words.

to assign topics to an unseen word, if we have the
vector representation of the word. Given the re-
cent development of fast and scalable methods of
estimating word embeddings, it is possible to train
them on huge text corpora and hence it makes our
model a viable alternative for topic inference on
documents with new words.

Experimental Setup: Since we want to capture
the strength of our model on documents containing
unseen words, we select a subset of documents and
replace words of those documents by its synonyms
if they haven’t occurred in the corpus before. We
obtain the synonym of a word using two existing
resources and hence we create two such datasets.
For the first set, we use the Paraphrase Database
(Ganitkevitch et al., 2013) to get the lexical para-

phrase of a word. The paraphrase database7 is a
semantic lexicon containing around 169 million
paraphrase pairs of which 7.6 million are lexical
(one word to one word) paraphrases. The dataset
comes in varying size ranges starting from S to
XXXL in increasing order of size and decreasing
order of paraphrasing confidence. For our exper-
iments we selected the L size of the paraphrase
database.

The second set was obtained using WordNet
(Miller, 1995), a large human annotated lexicon
for English that groups words into sets of syn-
onyms called synsets. To obtain the synonym of
a word, we first label the words with their part-of-
speech using the Stanford POS tagger (Toutanova
et al., 2003). Then we use the WordNet database

7http://www.cis.upenn.edu/˜ccb/ppdb/
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Gaussian Latent Dirichlet Allocation (Gaussian LDA)
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Figure 3: The first two principal components for
the word embeddings of the top words of top-
ics shown in Table 1 have been visualized. Each
blob represents a word color coded according to
its topic in the Table 1.

to get the synonym from its sysnset.8 We select
the first synonym from the synset which hasn’t
occurred in the corpus before. On the 20-news
dataset (vocab size = 18,179 words, test corpus
size = 188,694 words), a total of 21,919 words
(2,741 distinct words) were replaced by synonyms
from PPDB and 38,687 words (2,037 distinct
words) were replaced by synonyms from Wordnet.

Evaluation Benchmark: As mentioned before
traditional topic model algorithms cannot handle
OOV words. So comparing the performance of
our document with those models would be unfair.
Recently (Zhai and Boyd-Graber, 2013) proposed
an extension of LDA (infvoc) which can incorpo-
rate new words. They have shown better perfor-
mances in a document classification task which
uses the topic distribution of a document as fea-
tures on the 20-news group dataset as compared to
other fixed vocabulary algorithms. Even though,
the infvoc model can handle OOV words, it will
most likely not assign high probability to a new
topical word when it encounters it for the first time
since it is directly proportional to the number of
times the word has been observed On the other
hand, our model could assign high probability to
the word if its corresponding embedding gets a
high probability from one of the topic gaussians.
With the experimental setup mentioned before, we
want to evaluate performance of this property of

8We use the JWI toolkit (Finlayson, 2014)

our model. Using the topic distribution of a docu-
ment as features, we try to classify the document
into one of the 20 news groups it belongs to. If the
document topic distribution is modeled well, then
our model should be able to do a better job in the
classification task.

To infer the topic distribution of a document
we follow the usual strategy of fixing the learnt
topics during the training phase and then running
Gibbs sampling on the test set (G-LDA (fix) in ta-
ble 2). However infvoc is an online algorithm, so it
would be unfair to compare our model which ob-
serves the entire set of documents during test time.
Therefore we implement the online version of our
algorithm using Gibbs sampling following (Yao et
al., 2009). We input the test documents in batches
and do inference on those batches independently
also sampling for the topic parameter, along the
lines of infvoc. The batch size for our experiments
are mentioned in parentheses in table 2. We clas-
sify using the multi class logistic regression clas-
sifier available in Weka (Hall et al., 2009).

It is clear from table 2 that we outperform in-
fvoc in all settings of our experiments. This im-
plies that even if new documents have significant
amount of new words, our model would still do
a better job in modeling it. We also conduct an
experiment to check the actual difference between
the topic distribution of the original and synthetic
documents. Let h and h′ denote the topic vectors
of the original and synthetic documents. Table 3
shows the average l1, l2 and l∞ norm of (h − h′)
of the test documents in the NIPS dataset. A low
value of these metrics indicates higher similarity.
As shown in the table, Gaussian LDA performs
better here too.

6 Conclusion and Future Work

While word embeddings have been incorporated
to produce state-of-the-art results in numerous su-
pervised natural language processing tasks from
the word level to document level ; however, they
have played a more minor role in unsupervised
learning problems. This work shows some of the
promise that they hold in this domain. Our model
can be extended in a number of potentially useful,
but straightforward ways. First, DPMM models of
word emissions would better model the fact that
identical vectors will be generated multiple times,
and perhaps add flexibility to the topic distribu-
tions that can be captured, without sacrificing our

802
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Non-parametric Spherical Topic Modeling with Word Embeddings (sHDP)

• Improvement of the word similarity detection by replacing the Gaussian
distribution by the Stochastic variational inference [2].

• Enables the large dataset processing due to mini-batch approach with
efficient processing.

• The words are represented as a points on a unit sphere.
• The process is two-step where the Hierarchical Dirichlet Process find the
rough topics and Stochastic Variotional Inference optimize the topic and
words relationship.

• The process is non-parametric, i.e. the number of topics is discovered
automatically.
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Non-parametric Spherical Topic Modeling with Word Embeddings (sHDP)

Gaussian LDA
vector shows network hidden performance net figure size
image feature learning term work references shown average

gaussian show model rule press introduction neurons present
equation motion neural word tion statistical point family

generalization action input means ing related large versus
images spike data words eq comparison neuron spread
gradient series function approximate performed source small median
theory final time derived em statistics fig physiology

dimensional robot set describe vol free cells children
1.16 0.4 0.35 0.29 0.25 0.25 0.21 0.2

Spherical HDP
neural function analysis press pattern problem noise algorithm
layer linear theory cambridge fig process gradient error

neurons functions computational journal temporal method propagation parameters
neuron vector statistical vol shape optimal signals computation

activation random field eds smooth solution frequency algorithms
brain probability simulations trans surface complexity feedback compute
cells parameter simulation springer horizontal estimation electrical binary
cell dimensional nonlinear volume vertical prediction filter mapping

synaptic equation dynamics review posterior solve detection optimization
1.87 1.73 1.51 1.44 1.41 1.19 1.12 1.03

Table 1: Examples of top words for the most coherent topics (column-wise) inferred on the NIPS dataset
by Gaussian LDA (k=40) and Spherical HDP. The last row for each model is the topic coherence (PMI)
computed using Wikipedia documents as reference.
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Figure 2: Normalized log-likelihood (in percent-
age) over a training set of size 1566 documents
from the NIPS corpus. Since the log-likelihood
values are not comparable for the Gaussian LDA
and the sHDP, we normalize them to demon-
strate the convergence speed of the two inference
schemes for these models.

make sense qualitatively and have higher coher-
ence scores than G-LDA (Table 1). This supports
our hypothesis that using the vMF likelihood helps
in producing more coherent topics. sHDP pro-
duces 16 topics for the 20 NEWSGROUPS and 92
topics on the NIPS dataset.

Figure 2 shows a plot of normalized log-
likelihood against the runtime of sHDP and G-

LDA.4 We calculate the normalized value of log-
likelihood by subtracting the minimum value from
it and dividing it by the difference of maximum
and minimum values. We can see that sHDP con-
verges faster than G-LDA, requiring only around
five iterations while G-LDA takes longer to con-
verge.

5 Conclusion

Classical topic models do not account for semantic
regularities in language. Recently, distributional
representations of words have emerged that exhibit
semantic consistency over directional metrics like
cosine similarity. Neither categorical nor Gaussian
observational distributions used in existing topic
models are appropriate to leverage such correla-
tions. In this work, we demonstrate the use of the
von Mises-Fisher distribution to model words as
points over a unit sphere. We use HDP as the base
topic model and propose an efficient algorithm
based on Stochastic Variational Inference. Our
model naturally exploits the semantic structures
of word embeddings while flexibly inferring the
number of topics. We show that our method out-
performs three competitive approaches in terms of
topic coherence on two different datasets.

4Our sHDP implementation is in Python and the G-LDA
code is in Java.
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Hybrid lda2vec Algorithm (lda2vec)

• A model that combines the topic information and word embedding word2vec
to build a better language model [5].

• Based on the neural network architectures.
• Simple two layer architecture that generates word2vec embedding produces
a word vectors from a skip-gram model.

• Document vector is a combination of a weight vector of topic presence in a
document and topic vector embeddings of word in a topic.

• Word vector is combined with the document vector to produce a context
vector.

50



Hybrid lda2vec Algorithm (lda2vec)

Mixing Dirichlet Topic Models and Word Embeddings to Make lda2vec

Christopher Moody
Stitch Fix One Montgomery Tower, Suite 1200

San Francisco, California 94104, USA
chrisemoody@gmail.com

Abstract

Distributed dense word vectors have been
shown to be effective at capturing token-
level semantic and syntactic regularities
in language, while topic models can form
interpretable representations over docu-
ments. In this work, we describe lda2vec,
a model that learns dense word vec-
tors jointly with Dirichlet-distributed la-
tent document-level mixtures of topic vec-
tors. In contrast to continuous dense doc-
ument representations, this formulation
produces sparse, interpretable document
mixtures through a non-negative simplex
constraint. Our method is simple to in-
corporate into existing automatic differen-
tiation frameworks and allows for unsu-
pervised document representations geared
for use by scientists while simultaneously
learning word vectors and the linear rela-
tionships between them.

1 Introduction

Topic models are popular for their ability to or-
ganize document collections into a smaller set of
prominent themes. In contrast to dense distributed
representations, these document and topic repre-
sentations are generally accessible to humans and
more easily lend themselves to being interpreted.
This interpretability provides additional options to
highlight the patterns and structures within our
systems of documents. For example, using Latent
Dirichlet Allocation (LDA) topic models can re-
veal cluster of words within documents (Blei et
al., 2003), highlight temporal trends (Charlin et
al., 2015), and infer networks of complementary
products (McAuley et al., 2015). See Blei et al.
(2010) for an overview of topic modelling in do-
mains as diverse as computer vision, genetic mark-
ers, survey data, and social network data.
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Figure 1: lda2vec builds representations over both
words and documents by mixing word2vec’s skip-
gram architecture with Dirichlet-optimized sparse
topic mixtures. The various components and
transformations present in the diagram are de-
scribed in the text.
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TopicRNN

• TopicRNN [4] is a generative model.
• Topic distribution follows the Gaussian distribution

Published as a conference paper at ICLR 2017
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Figure 1: (a) The unrolled TopicRNN architecture: x1, ..., x6 are words in the document, ht is the
state of the RNN at time step t, xi ≡ yi−1, l1, ..., l6 are stop word indicators, and θ is the latent
representation of the input document and is unshaded by convention. (b) The TopicRNN model
architecture in its compact form: l is a binary vector that indicates whether each word in the input
document is a stop word or not. Here red indicates stop words and blue indicates content words.

almost every document and can co-occur with almost any word2. In practice, these stop words are
chosen using tf-idf (Blei and Lafferty, 2009).

3 THE TOPICRNN MODEL

We next describe the proposed TopicRNN model. In TopicRNN, latent topic models are used to
capture global semantic dependencies so that the RNN can focus its modeling capacity on the local
dynamics of the sequences. With this joint modeling, we hope to achieve better overall performance
on downstream applications.

The model. TopicRNN is a generative model. For a document containing the words y1:T ,

1. Draw a topic vector3 θ ∼ N(0, I).

2. Given word y1:t−1, for the tth word yt in the document,

(a) Compute hidden state ht = fW (xt, ht−1), where we let xt , yt−1.
(b) Draw stop word indicator lt ∼ Bernoulli(σ(Γ>ht)), with σ the sigmoid function.
(c) Draw word yt ∼ p(yt|ht, θ, lt, B), where

p(yt = i|ht, θ, lt, B) ∝ exp
(
v>i ht + (1− lt)b>i θ

)
.

The stop word indicator lt controls how the topic vector θ affects the output. If lt = 1 (indicating
yt is a stop word), the topic vector θ has no contribution to the output. Otherwise, we add a bias to
favor those words that are more likely to appear when mixing with θ, as measured by the dot product
between θ and the latent word vector bi for the ith vocabulary word. As we can see, the long-
range semantic information captured by θ directly affects the output through an additive procedure.
Unlike Mikolov and Zweig (2012), the contextual information is not passed to the hidden layer of the
RNN. The main reason behind our choice of using the topic vector as bias instead of passing it into
the hidden states of the RNN is because it enables us to have a clear separation of the contributions
of global semantics and those of local dynamics. The global semantics come from the topics which
are meaningful when stop words are excluded. However these stop words are needed for the local
dynamics of the language model. We hence achieve this separation of global vs local via a binary
decision model for the stop words. It is unclear how to achieve this if we pass the topics to the

2Wallach et al. (2009) described using asymmetric priors to alleviate this issue. Although it is not clear how
to use this idea in TopicRNN, we plan to investigate such priors in future work.

3Instead of using the Dirichlet distribution, we choose the Gaussian distribution. This allows for more
flexibility in the sequence prediction problem and also has advantages during inference.
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Figure 1: (a) The unrolled TopicRNN architecture: x1, ..., x6 are words in the document, ht is the
state of the RNN at time step t, xi ≡ yi−1, l1, ..., l6 are stop word indicators, and θ is the latent
representation of the input document and is unshaded by convention. (b) The TopicRNN model
architecture in its compact form: l is a binary vector that indicates whether each word in the input
document is a stop word or not. Here red indicates stop words and blue indicates content words.

almost every document and can co-occur with almost any word2. In practice, these stop words are
chosen using tf-idf (Blei and Lafferty, 2009).

3 THE TOPICRNN MODEL

We next describe the proposed TopicRNN model. In TopicRNN, latent topic models are used to
capture global semantic dependencies so that the RNN can focus its modeling capacity on the local
dynamics of the sequences. With this joint modeling, we hope to achieve better overall performance
on downstream applications.

The model. TopicRNN is a generative model. For a document containing the words y1:T ,

1. Draw a topic vector3 θ ∼ N(0, I).

2. Given word y1:t−1, for the tth word yt in the document,

(a) Compute hidden state ht = fW (xt, ht−1), where we let xt , yt−1.
(b) Draw stop word indicator lt ∼ Bernoulli(σ(Γ>ht)), with σ the sigmoid function.
(c) Draw word yt ∼ p(yt|ht, θ, lt, B), where

p(yt = i|ht, θ, lt, B) ∝ exp
(
v>i ht + (1− lt)b>i θ

)
.

The stop word indicator lt controls how the topic vector θ affects the output. If lt = 1 (indicating
yt is a stop word), the topic vector θ has no contribution to the output. Otherwise, we add a bias to
favor those words that are more likely to appear when mixing with θ, as measured by the dot product
between θ and the latent word vector bi for the ith vocabulary word. As we can see, the long-
range semantic information captured by θ directly affects the output through an additive procedure.
Unlike Mikolov and Zweig (2012), the contextual information is not passed to the hidden layer of the
RNN. The main reason behind our choice of using the topic vector as bias instead of passing it into
the hidden states of the RNN is because it enables us to have a clear separation of the contributions
of global semantics and those of local dynamics. The global semantics come from the topics which
are meaningful when stop words are excluded. However these stop words are needed for the local
dynamics of the language model. We hence achieve this separation of global vs local via a binary
decision model for the stop words. It is unclear how to achieve this if we pass the topics to the

2Wallach et al. (2009) described using asymmetric priors to alleviate this issue. Although it is not clear how
to use this idea in TopicRNN, we plan to investigate such priors in future work.

3Instead of using the Dirichlet distribution, we choose the Gaussian distribution. This allows for more
flexibility in the sequence prediction problem and also has advantages during inference.
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TopicRNN

Published as a conference paper at ICLR 2017

4 EXPERIMENTS

We assess the performance of our proposed TopicRNN model on word prediction and sentiment
analysis5. For word prediction we use the Penn TreeBank dataset, a standard benchmark for as-
sessing new language models (Marcus et al., 1993). For sentiment analysis we use the IMDB 100k
dataset (Maas et al., 2011), also a common benchmark dataset for this application6. We use RNN,
LSTM, and GRU cells in our experiments leading to TopicRNN, TopicLSTM, and TopicGRU.

Table 1: Five Topics from the TopicRNN Model with 100 Neurons and 50 Topics on the PTB Data.
(The word s&p below shows as sp in the data.)

Law Company Parties Trading Cars

law spending democratic stock gm
lawyers sales republicans s&p auto
judge advertising gop price ford
rights employees republican investor jaguar

attorney state senate standard car
court taxes oakland chairman cars

general fiscal highway investors headquarters
common appropriation democrats retirement british

mr budget bill holders executives
insurance ad district merrill model
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Figure 2: Inferred distributions using TopicGRU on three different documents. The content of
these documents is added on the appendix. This shows that some of the topics are being picked up
depending on the input document.

4.1 WORD PREDICTION

We first tested TopicRNN on the word prediction task using the Penn Treebank (PTB) portion of
the Wall Street Journal. We use the standard split, where sections 0-20 (930K tokens) are used
for training, sections 21-22 (74K tokens) for validation, and sections 23-24 (82K tokens) for test-
ing (Mikolov et al., 2010). We use a vocabulary of size 10K that includes the special token unk
for rare words and eos that indicates the end of a sentence. TopicRNN takes documents as inputs.
We split the PTB data into blocks of 10 sentences to constitute documents as done by (Mikolov and
Zweig, 2012). The inference network takes as input the bag-of-words representation of the input
document. For that reason, the vocabulary size of the inference network is reduced to 9551 after
excluding 449 pre-defined stop words.

In order to compare with previous work on contextual RNNs we trained TopicRNN using different
network sizes. We performed word prediction using a recurrent neural network with 10 neurons,

5Our code will be made publicly available for reproducibility.
6These datasets are publicly available at http://www.fit.vutbr.cz/~imikolov/rnnlm/

simple-examples.tgz and http://ai.stanford.edu/~amaas/data/sentiment/.
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